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 [https://github.com/ianlini/bistiming]A logging-friendly stopwatch and profiling tool for Python.

When we search the stopwatch or timing module for Python on the internet, we can find a
lot of code snippets, but none of them is powerful or convenient enough to do our daily
jobs.
BisTiming aims at implementing all the missing functions in those code snippets and
prevents us from reinventing the wheel.
It is very useful when we want to log something with some timing information or
optimize the performance of our code.

This package is tested with Python 2.7, 3.5, 3.6 and 3.7, but might also work in other
Python versions.
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Installation

pip install bistiming







Getting Started

BisTiming has a context manager interface that logs the running time of a code block
easily, and it also offers a low-level API to help time multiple segments or loops of
code easily.

See examples [https://github.com/ianlini/bistiming/blob/master/examples/]
for all the useful examples.


Context Manager

The simplest way to use BisTiming is by using the context manager Stopwatch
and include the code we want to evaluate:

>>> from bistiming import Stopwatch
>>> from time import sleep
>>> with Stopwatch("Waiting"):
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
...Waiting
do something
finished something
...Waiting done in 0:00:00.100330





We can use the parameter logger and logging_level to tell the stopwatch to output
using a logger:

>>> import logging
>>> logging.basicConfig(
...     level=logging.DEBUG,
...     format="[%(asctime)s] %(levelname)s: %(name)s: %(message)s")
>>> logger = logging.getLogger(__name__)
>>> with Stopwatch("Waiting", logger=logger, logging_level=logging.DEBUG):
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
[2019-04-24 22:27:52,347] DEBUG: __main__: ...Waiting
do something
finished something
[2019-04-24 22:27:52,448] DEBUG: __main__: ...Waiting done in 0:00:00.100344





Another common use case is to evaluate the running time of a specific code segment
in a loop, we can initialize the stopwatch outside the loop, and reuse it in the loop:

>>> timer = Stopwatch("Waiting")
>>> for i in range(2):
...     with timer:
...         print("do something 1")
...         sleep(0.1)
...         print("finished something 1")
...     print("do something 2")
...     sleep(0.1)
...     print("finished something 2")
...
...Waiting
do something 1
finished something 1
...Waiting done in 0:00:00.100468
do something 2
finished something 2
...Waiting
do something 1
finished something 1
...Waiting done in 0:00:00.100440
do something 2
finished something 2
>>> timer.split_elapsed_time
[datetime.timedelta(microseconds=100468),
 datetime.timedelta(microseconds=100440)]
>>> timer.get_cumulative_elapsed_time()
datetime.timedelta(microseconds=200908)





Each item in split_elapsed_time is the running time of
the code segment in each iteration, and we can use
get_cumulative_elapsed_time()
to get the total running time of the code segment.



Low-level API

The low-level API is similar to a stopwatch in real life.
A simple use case using the low-level API is:

>>> from time import sleep
>>> from bistiming import Stopwatch
>>> timer = Stopwatch("Waiting").start()
...Waiting
>>> sleep(0.2)  # do the first step of my program
>>> timer.split()
...Waiting done in 0:00:00.201457
>>> sleep(0.1)  # do the second step of my program
>>> timer.split()
...Waiting done in 0:00:00.100982





The context manager

>>> with Stopwatch("Waiting"):
...     sleep(0.1)
...Waiting
...Waiting done in 0:00:00.100330





is actually equivalent to the low-level API:

>>> timer = Stopwatch("Waiting").start()
...Waiting
>>> sleep(0.1)
>>> timer.pause()
>>> timer.split()
...Waiting done in 0:00:00.100330







Advance Profiling

MultiStopwatch in this package contains multiple
Stopwatch, so we can use them to define each code segment
we want to evaluate and compare easily:

>>> from time import sleep
>>> from bistiming import MultiStopwatch
>>> timers = MultiStopwatch(2, verbose=False)
>>> for i in range(5):
...    for i in range(2):
...       with timers[0]:
...             sleep(0.1)
...    with timers[1]:
...       sleep(0.1)
...
>>> print(timers.format_statistics())
╒═══════════════════════════╤══════════════╤════════════╤══════════════════╕
│ cumulative_elapsed_time   │   percentage │   n_splits │ mean_per_split   │
╞═══════════════════════════╪══════════════╪════════════╪══════════════════╡
│ 0:00:01.002417            │     0.666377 │         10 │ 0:00:00.100242   │
├───────────────────────────┼──────────────┼────────────┼──────────────────┤
│ 0:00:00.501861            │     0.333623 │          5 │ 0:00:00.100372   │
╘═══════════════════════════╧══════════════╧════════════╧══════════════════╛








Documentation

There are a lot more ways to use this package.
See the documentation [https://bistiming.readthedocs.io] for more information.
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Tutorial

In the following tutorial, we assume that each line of code is executed immediately
after the previous one finished.
We use sleep() [https://docs.python.org/3/library/time.html#time.sleep] to simulate the running time of the program we want to evaluate.


Context Manager

The simplest way to use BisTiming is by using the context manager Stopwatch
and include the code we want to evaluate:

>>> from bistiming import Stopwatch
>>> from time import sleep
>>> with Stopwatch():
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
...
do something
finished something
... done in 0:00:00.100229





The stopwatch output ... when entering the with-block, and output
... done in... when exiting.

If we want to add more description to describe what we are doing, we can use the first
parameter in Stopwatch():

>>> with Stopwatch("Waiting"):
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
...Waiting
do something
finished something
...Waiting done in 0:00:00.100330





Waiting is added immediately after the prefix ....

If we don’t want to output anything when entering the block, we can use the parameter
verbose_start:

>>> with Stopwatch("Waiting", verbose_start=False):
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
do something
finished something
...Waiting done in 0:00:00.100333





Similarly, if we don’t want to output anything when exiting the block, we can use the
parameter verbose_end:

>>> with Stopwatch("Waiting", verbose_end=False):
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
...Waiting
do something
finished something





If don’t want any output, we can use the parameter verbose to turn off all of them:

>>> with Stopwatch(verbose=False):
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
do something
finished something





Sometimes we only want to see one line for both entering and exiting.
We can use the parameter end_in_new_line:

>>> with Stopwatch("Waiting", end_in_new_line=False):
...     sleep(0.1)
...
...Waiting done in 0:00:00.100340





This will output ...Waiting first, and when exiting the block, done in...
will be appended after that line.

If you don’t like the default prefix ..., you can use the parameter prefix to
replace it:

>>> with Stopwatch("Waiting", prefix="[bistiming] "):
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
[bistiming] Waiting
do something
finished something
[bistiming] Waiting done in 0:00:00.100323





The built-in module logging [https://docs.python.org/3/library/logging.html#module-logging] is very useful when we are developing a complicated
service.
We can use the parameter logger to tell the stopwatch to output using a logger:

>>> import logging
>>> logging.basicConfig(
...     level=logging.DEBUG,
...     format="[%(asctime)s] %(levelname)s: %(name)s: %(message)s")
>>> logger = logging.getLogger(__name__)
>>> with Stopwatch("Waiting", logger=logger):
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
[2019-04-24 22:27:52,244] INFO: __main__: ...Waiting
do something
finished something
[2019-04-24 22:27:52,345] INFO: __main__: ...Waiting done in 0:00:00.100326





We can also configure the logging level using the parameter logging_level:

>>> with Stopwatch("Waiting", logger=logger, logging_level=logging.DEBUG):
...     print("do something")
...     sleep(0.1)
...     print("finished something")
...
[2019-04-24 22:27:52,347] DEBUG: __main__: ...Waiting
do something
finished something
[2019-04-24 22:27:52,448] DEBUG: __main__: ...Waiting done in 0:00:00.100344





Another common use case is to evaluate the running time of a specific code segment
in a loop, we can initialize the stopwatch outside the loop, and reuse it in the loop:

>>> timer = Stopwatch("Waiting")
>>> for i in range(2):
...     with timer:
...         print("do something 1")
...         sleep(0.1)
...         print("finished something 1")
...     print("do something 2")
...     sleep(0.1)
...     print("finished something 2")
...
...Waiting
do something 1
finished something 1
...Waiting done in 0:00:00.100468
do something 2
finished something 2
...Waiting
do something 1
finished something 1
...Waiting done in 0:00:00.100440
do something 2
finished something 2
>>> timer.split_elapsed_time
[datetime.timedelta(microseconds=100468),
 datetime.timedelta(microseconds=100440)]
>>> timer.get_cumulative_elapsed_time()
datetime.timedelta(microseconds=200908)





Each item in split_elapsed_time is the running time of
the code segment in each iteration, and we can use
get_cumulative_elapsed_time()
to get the total running time of the code segment.



Low-level API

The low-level API is similar to a stopwatch in real life.
A simple use case using the low-level API is:

>>> from time import sleep
>>> from bistiming import Stopwatch
>>> timer = Stopwatch("Waiting").start()
...Waiting
>>> sleep(0.2)  # do the first step of my program
>>> timer.split()
...Waiting done in 0:00:00.201457
>>> sleep(0.1)  # do the second step of my program
>>> timer.split()
...Waiting done in 0:00:00.100982





The context manager

>>> with Stopwatch("Waiting"):
...     sleep(0.1)
...Waiting
...Waiting done in 0:00:00.100330





is actually equivalent to the low-level API:

>>> timer = Stopwatch("Waiting").start()
...Waiting
>>> sleep(0.1)
>>> timer.pause()
>>> timer.split()
...Waiting done in 0:00:00.100330





When using the low-level API, we first initialize a stopwatch (we have talked a lot
about the initialization in the context manager section):

>>> from time import sleep
>>> from bistiming import Stopwatch
>>> timer = Stopwatch("Waiting")
>>> sleep(0.1)
>>> timer.log_elapsed_time()  # 0:00:00
Elapsed time: 0:00:00





The output of log_elapsed_time() is 0:00:00
because we haven’t started the stopwatch.

Now we start the stopwatch using start():

>>> timer.start()
...Waiting
<bistiming.stopwatch.Stopwatch object at 0x7f0d90000a90>
>>> sleep(0.1)
>>> timer.log_elapsed_time()  # 0:00:00.1
Elapsed time: 0:00:00.101331
>>> timer.get_elapsed_time()  # 0:00:00.1
datetime.timedelta(microseconds=101944)





After 0.1s sleeping, we log the elapsed time.
The log is not exactly 0.1s because there are some overhead between the starting time
and logging time.
get_elapsed_time() returns a datetime.timedelta [https://docs.python.org/3/library/datetime.html#datetime.timedelta]
object instead of printing.

Now we pause the timer using pause() after 0.1s more sleeping:

>>> sleep(0.1)
>>> timer.pause()
>>> timer.log_elapsed_time()  # 0:00:00.2
Elapsed time: 0:00:00.202967
>>> sleep(0.1)
>>> timer.log_elapsed_time()  # 0:00:00.2
Elapsed time: 0:00:00.202967





After pausing, the elapsed time remains exactly the same.

Now we introduce the splitting function, split(),
which stores the running time of the current split and restarts the stopwatch:

>>> timer.split()  # 0:00:00.2
...Waiting done in 0:00:00.202967
>>> timer.log_elapsed_time()  # 0:00:00
Elapsed time: 0:00:00
>>> timer.get_cumulative_elapsed_time()  # 0:00:00.2
datetime.timedelta(microseconds=202967)





By default, start() and split()
will output some logs.
They both have a verbose parameter to control whether to output.
If not set, they will use verbose_start and verbose_end defined during
initialization (Stopwatch(verbose_start=True, verbose_end=True)).
We can also use Stopwatch(verbose=False) to turn off all the output.

After splitting, the elapsed time is reset to 0.
There is also a convenient method get_cumulative_elapsed_time()
that can return the total running time of all splits (including the currently running one).
Now we start the stopwatch again:

>>> sleep(0.1)
>>> timer.start()
...Waiting
<bistiming.stopwatch.Stopwatch object at 0x7f0d90000a90>
>>> sleep(0.1)
>>> timer.log_elapsed_time()  # 0:00:00.1
Elapsed time: 0:00:00.101195
>>> timer.get_cumulative_elapsed_time()  # 0:00:00.3
datetime.timedelta(microseconds=304858)





We can see that get_cumulative_elapsed_time() also increases.

Let’s try to split more:

>>> timer.split()  # 0:00:00.1
...Waiting done in 0:00:00.102339
>>> sleep(0.1)
>>> timer.pause()
>>> timer.split()  # 0:00:00.1
...Waiting done in 0:00:00.101126
>>> timer.get_cumulative_elapsed_time()  # 0:00:00.4
datetime.timedelta(microseconds=406432)
>>> timer.split_elapsed_time  # [0:00:00.2, 0:00:00.1, 0:00:00.1]
[datetime.timedelta(microseconds=202967),
 datetime.timedelta(microseconds=102339),
 datetime.timedelta(microseconds=101126)]





If we split without pausing, the stopwatch will keep running, so the second
split() got 0.1s.
Currently, we have split 3 times.
We can use split_elapsed_time to see the running
time of the 3 splits.

The last thing we have not mentioned is reset():

>>> timer.reset()
>>> timer.log_elapsed_time()  # 0:00:00
Elapsed time: 0:00:00
>>> timer.get_cumulative_elapsed_time()  # 0:00:00
datetime.timedelta(0)
>>> timer.split_elapsed_time  # []
[]
>>> sleep(0.1)
>>> timer.start()
...Waiting
<bistiming.stopwatch.Stopwatch object at 0x7f0d90000a90>
>>> sleep(0.1)
>>> timer.log_elapsed_time()  # 0:00:00.1
Elapsed time: 0:00:00.10137





reset() will clear all the states in the stopwatch
just like a whole new stopwatch.



Advance Profiling

There is another useful tool line_profiler [https://github.com/rkern/line_profiler]
for line-by-line performance profiling.
It’s very convenient because we only need to add one line to our code to enable the profiling,
and the result is an easy-to-understand statistics.
However, it has a large overhead when some lines are very simple and can be finished in
few nanoseconds.
The running time of those lines will be overestimated especially when they are hit much
more times than other lines.

MultiStopwatch in this package contains multiple
Stopwatch, so we can use them to define each code segment
we want to evaluate and compare easily:

>>> from time import sleep
>>> from bistiming import MultiStopwatch
>>> timers = MultiStopwatch(2, verbose=False)
>>> for i in range(5):
...     for i in range(2):
...         with timers[0]:
...             sleep(0.1)
...     with timers[1]:
...         sleep(0.1)
...
>>> timers.get_cumulative_elapsed_time()
[datetime.timedelta(seconds=1, microseconds=2417), datetime.timedelta(microseconds=501861)]
>>> timers.get_n_splits()
[10, 5]
>>> timers.get_mean_per_split()
[datetime.timedelta(microseconds=100242), datetime.timedelta(microseconds=100372)]
>>> timers.get_percentage()
[0.6663774913945427, 0.3336225086054572]
>>> timers.get_statistics()
{'cumulative_elapsed_time': [datetime.timedelta(seconds=1, microseconds=2417),
                             datetime.timedelta(microseconds=501861)],
 'mean_per_split': [datetime.timedelta(microseconds=100242),
                    datetime.timedelta(microseconds=100372)],
 'n_splits': [10, 5],
 'percentage': [0.6663774913945427, 0.3336225086054572]}
>>> print(timers.format_statistics())
╒═══════════════════════════╤══════════════╤════════════╤══════════════════╕
│ cumulative_elapsed_time   │   percentage │   n_splits │ mean_per_split   │
╞═══════════════════════════╪══════════════╪════════════╪══════════════════╡
│ 0:00:01.002417            │     0.666377 │         10 │ 0:00:00.100242   │
├───────────────────────────┼──────────────┼────────────┼──────────────────┤
│ 0:00:00.501861            │     0.333623 │          5 │ 0:00:00.100372   │
╘═══════════════════════════╧══════════════╧════════════╧══════════════════╛





If we actually don’t care about the inner loop, we can move the timer[0] outside
to reduce the overhead:

>>> timers = MultiStopwatch(2, verbose=False)
>>> for i in range(5):
...     with timers[0]:
...         for i in range(2):
...             sleep(0.1)
...     with timers[1]:
...         sleep(0.1)
...
>>> print(timers.format_statistics())
╒═══════════════════════════╤══════════════╤════════════╤══════════════════╕
│ cumulative_elapsed_time   │   percentage │   n_splits │ mean_per_split   │
╞═══════════════════════════╪══════════════╪════════════╪══════════════════╡
│ 0:00:01.003944            │      0.66679 │          5 │ 0:00:00.200789   │
├───────────────────────────┼──────────────┼────────────┼──────────────────┤
│ 0:00:00.501694            │      0.33321 │          5 │ 0:00:00.100339   │
╘═══════════════════════════╧══════════════╧════════════╧══════════════════╛





Like we said previously, if the inner loop is very fast, and we run it much more times
than other lines, its running time will be overestimated:

>>> timers1 = MultiStopwatch(2, verbose=False)
>>> for i in range(5):
...     for i in range(100000):
...         with timers1[0]:
...             a = 0
...     with timers1[1]:
...         sleep(0.1)
...
>>> timers2 = MultiStopwatch(2, verbose=False)
>>> for i in range(5):
...     with timers2[0]:
...         for i in range(100000):
...             a = 0
...     with timers2[1]:
...         sleep(0.1)
...
>>> print(timers1.format_statistics())
╒═══════════════════════════╤══════════════╤════════════╤══════════════════╕
│ cumulative_elapsed_time   │   percentage │   n_splits │ mean_per_split   │
╞═══════════════════════════╪══════════════╪════════════╪══════════════════╡
│ 0:00:00.558187            │     0.526846 │     500000 │ 0:00:00.000001   │
├───────────────────────────┼──────────────┼────────────┼──────────────────┤
│ 0:00:00.501300            │     0.473154 │          5 │ 0:00:00.100260   │
╘═══════════════════════════╧══════════════╧════════════╧══════════════════╛
>>> print(timers2.format_statistics())
╒═══════════════════════════╤══════════════╤════════════╤══════════════════╕
│ cumulative_elapsed_time   │   percentage │   n_splits │ mean_per_split   │
╞═══════════════════════════╪══════════════╪════════════╪══════════════════╡
│ 0:00:00.068416            │     0.120047 │          5 │ 0:00:00.013683   │
├───────────────────────────┼──────────────┼────────────┼──────────────────┤
│ 0:00:00.501496            │     0.879953 │          5 │ 0:00:00.100299   │
╘═══════════════════════════╧══════════════╧════════════╧══════════════════╛





We can notice a big difference between timers1 and timers2.
timers2 is more reasonable if we are finding the bottleneck of the code
because sleep(0.1) actually takes much more time than 100000 times of a = 0.





            

          

      

      

    

  

    
      
          
            
  
API Reference


	
class bistiming.MultiStopwatch(n=None, *args, **kwargs)[source]

	Bases: collections.UserList [https://docs.python.org/3/library/collections.html#collections.UserList]

Use multiple Stopwatch to profile and compare multiple code segments.

Because this class is inheritted from UserList [https://docs.python.org/3/library/collections.html#collections.UserList],
it also supports all the methods in the built-in list [https://docs.python.org/3/library/stdtypes.html#list].


	Parameters

	
	n (Union[int [https://docs.python.org/3/library/functions.html#int], Iterable, None [https://docs.python.org/3/library/constants.html#None]]) – If n is an int, then initialize a list with n Stopwatch.
If n is None, then initialize an empty list.
Otherwise, directly use n to initialize a list.


	*args – Other arguments will be passed to initialize Stopwatch.


	**kwargs – Other keyword arguments will be passed to initialize Stopwatch.









	
format_statistics(tablefmt='fancy_grid')[source]

	Format the statistics using tabulate.


	Parameters

	tablefmt (str [https://docs.python.org/3/library/stdtypes.html#str]) – See the available options in
tabulate’s documentation [https://github.com/astanin/python-tabulate#table-format].










	
get_cumulative_elapsed_time()[source]

	Get the cumulative elapsed time of each stopwatch (including the current split).


	Returns

	cumulative_elapsed_time



	Return type

	List[datetime.timedelta [https://docs.python.org/3/library/datetime.html#datetime.timedelta]]










	
get_mean_per_split()[source]

	Get the mean elapsed time per split of each stopwatch (excluding the current split).


	Returns

	mean_elapsed_time_per_split



	Return type

	List[datetime.timedelta [https://docs.python.org/3/library/datetime.html#datetime.timedelta]]










	
get_n_splits()[source]

	Get number of splits of each stopwatch (excluding the current split).


	Returns

	n_splits



	Return type

	List[int [https://docs.python.org/3/library/functions.html#int]]










	
get_percentage()[source]

	Get the cumulative time percentage of each stopwatch (including the current split).


	Returns

	cumulative_elapsed_time_percentage



	Return type

	List[float [https://docs.python.org/3/library/functions.html#float]]










	
get_statistics()[source]

	Get all statistics as a dictionary.


	Returns

	statistics



	Return type

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], List]














	
class bistiming.Stopwatch(description='', logger=None, logging_level=20, verbose_start=True, verbose_end=True, end_in_new_line=True, prefix='...', verbose=True)[source]

	Bases: object [https://docs.python.org/3/library/functions.html#object]

A logging-friendly stopwatch with splitting function.


	Parameters

	
	description (str [https://docs.python.org/3/library/stdtypes.html#str]) – The log to show at starting time (entering with-block or calling start())
or ending time (exiting with-block or calling split()).


	logger (Callable [https://docs.python.org/3/library/typing.html#typing.Callable]) – A callable that accepts logging_level as its first argument and a str [https://docs.python.org/3/library/stdtypes.html#str] to
log as its first argument (basically, a logging.Logger [https://docs.python.org/3/library/logging.html#logging.Logger] object). If None,
use six.print_() [https://six.readthedocs.io/index.html#six.print_], which is similar to the built-in print() [https://docs.python.org/3/library/functions.html#print] in Python 3.
When using with end_in_new_line=True, it requires end and flush parameters.


	logging_level (int [https://docs.python.org/3/library/functions.html#int]) – If logger is not None, this is the first argument to be passed to logger.
Usually, this should be logging.{DEBUG, INFO, WARNING, ERROR, CRITICAL}.
(default: logging.INFO)


	verbose_start (bool [https://docs.python.org/3/library/functions.html#bool]) – Wether to log at starting time (entering with-block or calling start()).


	verbose_end (bool [https://docs.python.org/3/library/functions.html#bool]) – Wether to log at ending time (exiting with-block or calling split()).


	end_in_new_line (bool [https://docs.python.org/3/library/functions.html#bool]) – Wether to log the ending log in a new line. If False, the starting log will
not have a trailing new line, so the ending log can be logged in the same line.
This requires logger to have end and flush parameters, or just
logger=None.


	prefix (str [https://docs.python.org/3/library/stdtypes.html#str]) – The prefix added to description.


	verbose (bool [https://docs.python.org/3/library/functions.html#bool]) – If False, turn off all the logs, that is, verbose_start and verbose_end
will be set to False.









	
split_elapsed_time

	The elapsed time of each split (excluding the current split).


	Type

	List[datetime.timedelta [https://docs.python.org/3/library/datetime.html#datetime.timedelta]]










	
__enter__()[source]

	Call start().






	
__exit__(exc_type, exc, exc_tb)[source]

	Call pause() and then split().






	
get_cumulative_elapsed_time()[source]

	Get the cumulative elapsed time without considering splits.






	
get_elapsed_time()[source]

	Get the elapsed time of the current split.






	
log_elapsed_time(prefix='Elapsed time: ')[source]

	Log the elapsed time of the current split.


	Parameters

	prefix (str [https://docs.python.org/3/library/stdtypes.html#str]) – The prefix of the log.










	
pause()[source]

	Pause the stopwatch.

If the stopwatch is already paused, nothing will happen.






	
reset()[source]

	Reset the stopwatch.






	
split(verbose=None, end_in_new_line=None, message_format='done in {elapsed_time}')[source]

	Save the elapsed time of the current split and restart the stopwatch.

The current elapsed time will be appended to split_elapsed_time.
If the stopwatch is paused, then it will remain paused.
Otherwise, it will continue running.


	Parameters

	
	verbose (Optional[bool [https://docs.python.org/3/library/functions.html#bool]]) – Wether to log. If None, use verbose_end set during initialization.


	end_in_new_line (Optional[bool [https://docs.python.org/3/library/functions.html#bool]]]) – Wether to log the description. If None, use end_in_new_line set during
initialization.


	message_format (str [https://docs.python.org/3/library/stdtypes.html#str]) – The string that will be formatted using message_format.format(...)
and be logged as the ending message.
Available variables: elapsed_time.













	
start(verbose=None, end_in_new_line=None)[source]

	Start the stopwatch if it is paused.

If the stopwatch is already started, then nothing will happen.


	Parameters

	
	verbose (Optional[bool [https://docs.python.org/3/library/functions.html#bool]]) – Wether to log. If None, use verbose_start set during initialization.


	end_in_new_line (Optional[bool [https://docs.python.org/3/library/functions.html#bool]]]) – If False, prevent logging the trailing new line. If None, use
end_in_new_line set during initialization.



















            

          

      

      

    

  

    
      
          
            
  
Contributing


	Linter: flake8.


	Test using the current environment: pytest.


	For Python 2.7, 3.5, 3.6, 3.7, 3.8, 3.9, flake8 and installation test: tox.
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  All modules for which code is available

	bistiming.multistopwatch

	bistiming.stopwatch




            

          

      

      

    

  

    
      
          
            
  Source code for bistiming.multistopwatch

from __future__ import print_function, division, absolute_import, unicode_literals

import datetime

from six.moves import UserList, range
from tabulate import tabulate

from . import Stopwatch
from .utils import div_timedelta


[docs]class MultiStopwatch(UserList):
    """Use multiple :class:`Stopwatch` to profile and compare multiple code segments.

    Because this class is inheritted from :class:`~collections.UserList`,
    it also supports all the methods in the built-in :class:`list`.

    Parameters
    ----------
    n : Union[int, Iterable, None]
        If `n` is an `int`, then initialize a `list` with `n` :class:`Stopwatch`.
        If `n` is `None`, then initialize an empty `list`.
        Otherwise, directly use `n` to initialize a `list`.
    *args
        Other arguments will be passed to initialize :class:`Stopwatch`.
    **kwargs
        Other keyword arguments will be passed to initialize :class:`Stopwatch`.
    """

    def __init__(self, n=None, *args, **kwargs):
        if isinstance(n, int):
            super(MultiStopwatch, self).__init__(
                Stopwatch(*args, **kwargs) for i in range(n)
            )
        else:
            super(MultiStopwatch, self).__init__(n)

[docs]    def get_cumulative_elapsed_time(self):
        """Get the cumulative elapsed time of each stopwatch (including the current split).

        Returns
        -------
        cumulative_elapsed_time : List[datetime.timedelta]
        """
        return [stopwatch.get_cumulative_elapsed_time() for stopwatch in self]


[docs]    def get_percentage(self):
        """Get the cumulative time percentage of each stopwatch (including the current split).

        Returns
        -------
        cumulative_elapsed_time_percentage : List[float]
        """
        cumulative_elapsed_time = self.get_cumulative_elapsed_time()
        sum_elapsed_time = sum(cumulative_elapsed_time, datetime.timedelta())
        if not sum_elapsed_time:
            raise ValueError("cannot get percentage if there is no any elapsed time")
        return [div_timedelta(t, sum_elapsed_time) for t in cumulative_elapsed_time]


[docs]    def get_n_splits(self):
        """Get number of splits of each stopwatch (excluding the current split).

        Returns
        -------
        n_splits : List[int]
        """
        return [len(stopwatch.split_elapsed_time) for stopwatch in self]


[docs]    def get_mean_per_split(self):
        """Get the mean elapsed time per split of each stopwatch (excluding the current split).

        Returns
        -------
        mean_elapsed_time_per_split : List[datetime.timedelta]
        """
        return [
            div_timedelta(
                sum(stopwatch.split_elapsed_time, datetime.timedelta()),
                len(stopwatch.split_elapsed_time),
            )
            if stopwatch.split_elapsed_time
            else datetime.timedelta()
            for stopwatch in self
        ]


[docs]    def get_statistics(self):
        """Get all statistics as a dictionary.

        Returns
        -------
        statistics : Dict[str, List]
        """
        return {
            "cumulative_elapsed_time": self.get_cumulative_elapsed_time(),
            "percentage": self.get_percentage(),
            "n_splits": self.get_n_splits(),
            "mean_per_split": self.get_mean_per_split(),
        }


[docs]    def format_statistics(self, tablefmt="fancy_grid"):
        """Format the statistics using tabulate.

        Parameters
        ----------
        tablefmt: str
            See the available options in
            `tabulate's documentation <https://github.com/astanin/python-tabulate#table-format>`_.
        """
        return tabulate(self.get_statistics(), headers="keys", tablefmt=tablefmt)






            

          

      

      

    

  

    
      
          
            
  Source code for bistiming.stopwatch

from __future__ import print_function, division, absolute_import, unicode_literals

from functools import partial
import logging
import datetime

import six


[docs]class Stopwatch(object):
    """A logging-friendly stopwatch with splitting function.

    Parameters
    ----------
    description : str
        The log to show at starting time (entering with-block or calling :meth:`start`)
        or ending time (exiting with-block or calling :meth:`split`).
    logger : :data:`~typing.Callable`
        A callable that accepts `logging_level` as its first argument and a :class:`str` to
        log as its first argument (basically, a :class:`logging.Logger` object). If `None`,
        use :func:`six.print_`, which is similar to the built-in :func:`print` in Python 3.
        When using with ``end_in_new_line=True``, it requires `end` and `flush` parameters.
    logging_level : int
        If `logger` is not `None`, this is the first argument to be passed to `logger`.
        Usually, this should be `logging.{DEBUG, INFO, WARNING, ERROR, CRITICAL}`.
        (default: `logging.INFO`)
    verbose_start : bool
        Wether to log at starting time (entering with-block or calling :meth:`start`).
    verbose_end : bool
        Wether to log at ending time (exiting with-block or calling :meth:`split`).
    end_in_new_line : bool
        Wether to log the ending log in a new line. If `False`, the starting log will
        not have a trailing new line, so the ending log can be logged in the same line.
        This requires `logger` to have `end` and `flush` parameters, or just
        ``logger=None``.
    prefix : str
        The prefix added to `description`.
    verbose : bool
        If `False`, turn off all the logs, that is, `verbose_start` and `verbose_end`
        will be set to `False`.

    Attributes
    ----------
    split_elapsed_time : List[datetime.timedelta]
        The elapsed time of each split (excluding the current split).
    """

    def __init__(
        self,
        description="",
        logger=None,
        logging_level=logging.INFO,
        verbose_start=True,
        verbose_end=True,
        end_in_new_line=True,
        prefix="...",
        verbose=True,
    ):
        if logger is not None:
            self.log = partial(logger.log, logging_level)
        else:
            self.log = six.print_
        self.description = prefix + description
        if verbose:
            self.verbose_start = verbose_start
            self.verbose_end = verbose_end
        else:
            self.verbose_start = False
            self.verbose_end = False
        self.end_in_new_line = end_in_new_line
        self.reset()

[docs]    def start(self, verbose=None, end_in_new_line=None):
        """Start the stopwatch if it is paused.

        If the stopwatch is already started, then nothing will happen.

        Parameters
        ----------
        verbose : Optional[bool]
            Wether to log. If `None`, use `verbose_start` set during initialization.
        end_in_new_line : Optional[bool]]
            If `False`, prevent logging the trailing new line. If `None`, use
            `end_in_new_line` set during initialization.
        """
        if self._start_time is not None and self._end_time is None:
            # the stopwatch is already running
            return self
        if verbose is None:
            verbose = self.verbose_start
        if verbose:
            if end_in_new_line is None:
                end_in_new_line = self.end_in_new_line
            if end_in_new_line:
                self.log(self.description)
            else:
                self.log(self.description, end="", flush=True)
        self._end_time = None
        self._start_time = datetime.datetime.now()
        return self


[docs]    def pause(self):
        """Pause the stopwatch.

        If the stopwatch is already paused, nothing will happen.
        """
        if self._end_time is not None:
            # the stopwatch is already paused
            return
        self._end_time = datetime.datetime.now()
        self._elapsed_time += self._end_time - self._start_time


[docs]    def get_elapsed_time(self):
        """Get the elapsed time of the current split."""
        if self._start_time is None or self._end_time is not None:
            # the stopwatch is paused
            return self._elapsed_time
        return self._elapsed_time + (datetime.datetime.now() - self._start_time)


[docs]    def get_cumulative_elapsed_time(self):
        """Get the cumulative elapsed time without considering splits."""
        return self._cumulative_elapsed_time + self.get_elapsed_time()


[docs]    def log_elapsed_time(self, prefix="Elapsed time: "):
        """Log the elapsed time of the current split.

        Parameters
        ----------
        prefix : str
            The prefix of the log.
        """
        self.log("{}{}".format(prefix, self.get_elapsed_time()))


[docs]    def split(
        self,
        verbose=None,
        end_in_new_line=None,
        message_format="done in {elapsed_time}",
    ):
        """Save the elapsed time of the current split and restart the stopwatch.

        The current elapsed time will be appended to :attr:`split_elapsed_time`.
        If the stopwatch is paused, then it will remain paused.
        Otherwise, it will continue running.

        Parameters
        ----------
        verbose : Optional[bool]
            Wether to log. If `None`, use `verbose_end` set during initialization.
        end_in_new_line : Optional[bool]]
            Wether to log the `description`. If `None`, use `end_in_new_line` set during
            initialization.
        message_format: str
            The string that will be formatted using ``message_format.format(...)``
            and be logged as the ending message.
            Available variables: `elapsed_time`.
        """
        elapsed_time = self.get_elapsed_time()
        self.split_elapsed_time.append(elapsed_time)
        self._cumulative_elapsed_time += elapsed_time
        self._elapsed_time = datetime.timedelta()
        if verbose is None:
            verbose = self.verbose_end
        if verbose:
            message = message_format.format(elapsed_time=elapsed_time)
            if end_in_new_line is None:
                end_in_new_line = self.end_in_new_line
            if end_in_new_line:
                self.log("{} {}".format(self.description, message))
            else:
                self.log(" {}".format(message))
        self._start_time = datetime.datetime.now()


[docs]    def reset(self):
        """Reset the stopwatch."""
        self._start_time = None
        self._end_time = None
        self._elapsed_time = datetime.timedelta()
        self._cumulative_elapsed_time = datetime.timedelta()
        self.split_elapsed_time = []


[docs]    def __enter__(self):
        """Call :meth:`start`."""
        return self.start()


[docs]    def __exit__(self, exc_type, exc, exc_tb):
        """Call :meth:`pause` and then :meth:`split`."""
        self.pause()
        if exc_type is None:
            self.split()
        else:
            self.split(message_format="got exception in {elapsed_time}")
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